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Qverview of the automated pipeline for task-oriented construction dataset creation using
vision-language models (VLMs).

Description

Construction Al and robotics depend on large, well-structured datasets. However, construction datasets are messy: scenes
vary widely (indoor vs. outdoor, close-up vs. far-field), tasks are rarely labeled (e.g., welding, drilling, cutting, lifting), and
important context is often missing (human presence, tools, cluttered ground, safety-critical situations). This makes it difficult
to train and evaluate agents that need to reason about tasks, not just detect objects [1-8].

This project builds an end-to-end pipeline to automatically curate and structure a construction image dataset from large
data collections. The key idea is to use vision—language models (VLMs) and LLM-based [9-10] reasoning to (1) retrieve
relevant images, (2) classify scenes into construction-relevant categories, and (3) generate consistent metadata and weak
labels that support downstream tasks such as task discovery, safety reasoning, and robot planning.

Instead of “a dataset of random construction images,” the output is a task-oriented dataset where each image is indexed

by:
o Task/activity labels (e.g., welding, drilling, cutting, lifting, excavation, inspection),

e Environment type (indoor/outdoor),

o View type (close-up/mid-range/far-field),

e Agents present (humans/teams, robots, machines),

e Objects/tools present (tools, PPE, heavy machinery),

o Site condition (ground cluttered vs. clear, workspace organized vs. chaotic),

o Safety context (proximity to edges, blocked walkways, hazards).
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The dataset and pipeline are designed to be reusable: other student projects can use it to train models and agents for
navigation, hazard detection, or task-level reasoning.

Task

Students will implement a working prototype with the following work packages:

Data Ingestion and Indexing

e Collect and organize a large pool of construction images (public datasets and, if available, web- or industry-pro-
vided collections).

e Build a scalable indexing structure to support efficient image retrieval and filtering.

Task-Relevant Image Selection (Retrieval)

e Use vision—-language model (VLM) embeddings (e.g., CLIP-style retrieval) [11-12] to search images using task-

oriented queries such as: “welding activity”, “drilling concrete”, “worker using grinder”, and “excavator trench”.

e Implement an automatic selection mechanism that retrieves task-relevant subsets from the large image pool.

Automatic Scene Tagging and Metadata Generation

e Use VLM/LLM prompting to generate structured metadata and tags, including:

o environment type (indoor/outdoor/road/rail),

o view type (close-up vs. far-field),
o presence of humans and personal protective equipment (PPE),
o presence and type of tools or machines,

o site condition (ground cluttered vs. clear, workspace navigable).

e Design a clear and consistent label schema with well-defined categories and descriptions.

Quality Control and Hallucination Reduction

e Implement reliability checks to improve annotation quality, including:
o multi-prompt agreement and self-consistency checks,

o cross-checking generated tags against visual detections (e.g., if a “welding torch” tag is generated, verify a
corresponding region),

o confidence scoring and automatic rejection or flagging of uncertain samples.

e Produce a “gold” subset by lightweight human verification.

Deliverables for Downstream Agent Training

o Export the curated dataset in a clean and reusable format (e.g., images with accompanying JSON/CSV files) con-
taining: generated tags, confidence scores, captions, retrieval queries used.
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e Provide example downstream use cases, such as:
o training a classifier to detect whether a specific task is present,
o benchmarking image retrieval for queries like “find images showing welding,”

o generating concise scene summaries suitable for input to an LLM-based agent.

Documentation and Presentation

¢ Maintain a GitHub repository with clean, well-structured code, a reproducible pipeline, and clear usage instruc-
tions.

o Write a scientific report describing the methodology, experiments, evaluation results, limitations, and possible
future work.

Supervisor

Panagiotis Petropoulakis

Chair of Computing in Civil and Building Engineering
TUM Georg Nemetschek Institute — Al for the Built World
Email: panagiotis.petropoulakis@tum.de

PWP: petropoulakispanagiotis.github.io


mailto:panagiotis.petropoulakis@tum.de
https://pwp/

Technical University of Munich ,“::"

Chair of Computing in Civil and Building Engineering
TUM School of Engineering and Design ,g;?“
References

[1] An, X., Zhou, L., Liu, Z., Wang, C., Li, P., & Li, Z. (2021). Dataset and benchmark for detecting moving objects in construction sites. Automation in
Construction, 122, 103482. https://doi.org/10.1016/j.autcon.2020.103482

[2] Chen, X., & Yu, Y. (2025). A real-world visual SLAM dataset for indoor construction sites. In Proceedings of the Sixth International Conference on

Civil and Building Engineering Informatics (Vol. 22, pp. 368-379). https://doi.org/10.29007/csqt

[3] Chen, X., & Zou, Z. (2025). Are large pre-trained vision language models effective construction safety inspectors? arXiv preprint arXiv:2508.11011.
https://doi.org/10.48550/arXiv.2508.11011

[4] Gil, D., & Lee, G. (2024). Zero-shot monitoring of construction workers' personal protective equipment based on image captioning. Automation in
Construction, 164, 105470. https://doi.org/10.1016/j.autcon.2024.105470

[5] Jeoung, J., Jung, S., & Hong, T. (2025). Zero-shot framework for construction equipment task monitoring. Computer-Aided Civil and Infrastructure
Engineering. https://doi.org/10.1111/mice. 13506

[6] Mei, Q., Adil, M., Lee, G., & Gonzalez, V. A. (2025). Using vision language models for safety hazard identification in construction. arXiv preprint
arXiv:2504.09083. https://doi.org/10.48550/arXiv.2504.09083

[7] Song, S., Hong, J., Jeoung, J., Ahn, J., & Hong, T. (2025). Data-centric enhancement of site-specific automated construction equipment detection in

wide-angle site images. Automation in Construction, 179, 106483. https://doi.org/10.1016/j.autcon.2025.106483

[8] Wu, J., Wu, S., Ma, Y., Yu, G., Xu, H., Zheng, L., & Duan, J. (2025). MonitorVLM: A vision language framework for safety violation detection in min-
ing operations. arXiv preprint arXiv:2510.03666. https://doi.org/10.48550/arXiv.2510.03666

[9] Meta Al. (2025). Llama 4 multimodal intelligence: Introducing Scout and Maverick. Al at Meta Blog. https://ai.meta.com/blog/llama-4-multimodal-

intelligence
[10] Qwen Team. (2025). Qwen3 technical report. arXiv preprint arXiv:2505.09388. https://doi.org/10.48550/arXiv.2505.09388

[11] Radford, A., Kim, J. W., Hallacy, C., Ramesh, A., Goh, G., Agarwal, S., Sastry, G., Askell, A., Mishkin, P., Clark, J., Krueger, G., & Sutskever, I.
(2021). Learning transferable visual models from natural language supervision. Proceedings of the 38th International Conference on Machine Learning
(ICML), 8748-8763. https://arxiv.org/abs/2103.00020

[12] Cherti, M., Beaumont, R., Wightman, R., & Crowson, K. (2023). Reproducible scaling laws for contrastive language-image learning. Proceedings of

the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR), 2818-2829. https://doi.org/10.48550/arXiv.2212.07143


https://doi.org/10.48550/arXiv.2510.03666
https://ai.meta.com/blog/llama-4-multimodal-intelligence
https://ai.meta.com/blog/llama-4-multimodal-intelligence
https://doi.org/10.48550/arXiv.2505.09388
https://arxiv.org/abs/2103.00020

